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Abstract of the contribution: This paper provides an overview of ATSSS Performance Measurement Function (PMF) protocol functionalities and surrounding security-related issues. This is a revised discussion paper from last meeting (S3-193970) to help to retreat the PMF security issue and reconsider the security requirement of PMF protocol. 
1.
Background
The ATSSS feature of Rel-16 provides a mechanism for the UE to utilize 3GPP and non-3GPP accesses for accessing the data network via the 5GC. There are currently 2 steering functionalities defined for ATSSS in this release:

1. High-layer steering functionality using MPTCP, where MPTCP traffic may be terminated at the MPTCP proxy that resides in the UPF; and

2. Low-layer steering functionality using ATSSS-LL for non-MPTCP traffic (including Ethernet), where the PMF components in the UE and UPF exchange measurement and access report packets. The outcome of these exchanges determines the access used for delivering traffic.
The intent of this paper is to provide an overview of the PMF used by ATSSS-LL as specified in TS 23.501, as well as the related security issues that need to be taken into account. 
1.1 PMF
This subsection provides a summary of the PMF functions and related security considerations. Unless otherwise noted, all of the functionalities are common regardless of whether the PDU session type is IP or Ethernet. Below is the PMF protocol stack for 3GPP access (From TS23.501 Clause 5.32.5.4). 

Figure1. UE/UPF measurements related protocol stack for 3GPP access and for an MA PDU Session with type IP (fromTS23.501, 5.32.5.4)
1.1.1 Roles

PMF exists in the UE and the UPF, and both UE and UPF play the roles of PMF "client" and "server" at the same time. This allows the UE and UPF to independently perform various PMF tasks towards one another.
1.1.2 Performance Monitoring
One of PMF functionalities covers performance monitoring used for measuring two-way (round-trip) delay of a packet transmission between UE and UPF over 3GPP and non-3GPP accesses. As specified in subclause 5.32.5.2 of TS 23.501, this is used for determining the access to choose when the Smallest Delay steering mode is enabled.
Performance monitoring of the accesses can be done independently by the UE or the network. In the UE-initiated case, the PMF in the UE sends PMF-Echo Request packets to the PMF in the UPF, followed by the PMF in the UPF sending PMF-Echo Response packets in return to the PMF in the UE. In the network-initiated case, the PMF in the UPF sends PMF-Echo Request packets to the PMF in the UE, followed by the PMF in the UE sending PMF-Echo Response packets in return to the PMF in the UPF. Each RTT measurement is calculated based on the time between the transmission of the PMF-Echo Request and the reception of the corresponding PMF-Echo Response packet.

The outcome of this round-trip delay measurement influences the ATSSS-LL components in UE and UPF with regards the access that should be used for sending traffic (UL or DL). 
1.1.3
Access Reporting

Another functionality of the PMF is one that is related to the UE reporting access availability and unavailability to the network, if the network requires it. This mechanism works by having the PMF in the UE determine whether a particular access is available for traffic, and indicate the availability status of such access to the PMF in the UPF.
If the access is available, the PMF in the UE sends a PMF-Access Report packet to the PMF in the UPF indicating that such access is now available. This is followed by the PMF in the UPF replying with an acknowledgement of that PMF-Access Report packet. The UPF would then consider the access as usable for delivering DL traffic to the UE.

If the access is unavailable, the PMF in the UE sends a PMF-Access Report packet to the PMF in the UPF indicating that such access is no longer available. This is followed by the PMF in the UPF replying with an acknowledgement of that PMF-Access Report packet. The UPF would then stop using the access for delivering DL traffic to the UE.
1.1.4
PMF over IP

For PMF over IP, the PMF protocol is encapsulated in UDP as suggested by both proposals from Apple and Ericsson. The UE may choose any ephemeral UDP ports for the PMF server in the UE, and the UPF may choose any UDP ports for the PMF server in the UPF which are then communicated to the UE via Measurement Assistance Information.
Specifically:

-
The UE running a PMF server instance on UDP port X, for receiving 3GPP access-related packets from the PMF client in the UPF; and

-
The UPF running a PMF server instance on UDP port A, for receiving 3GPP access-related packets from the PMF client in the UE; and

-
The UE running a PMF server instance on UDP port Y, for receiving non-3GPP access-related packets from the PMF client in the UPF; and

-
The UPF running a PMF server instance on UDP port B, for receiving non-3GPP access-related packets from the PMF client in the UE.

The use of two UDP ports per side (X and Y for UE, A and B for UPF) is needed as a way to distinguish between measurement sessions specific to 3GPP access versus non-3GPP access. This is because the UE uses the same MA PDU IP address across 3GPP and non-3GPP accesses.

1.1.5
PMF over Ethernet

For PMF over Ethernet, both proposals from Apple and Ericsson suggest that 3GPP define the Ethernet framing as well as EtherType, where the payload of the Ethernet frame contains the PMF protocol. Unlike PMF over IP, PMF over Ethernet utilizes the locally administered MAC addresses at the UE and UPF that are unique across the accesses. Therefore, the unique source and destination MAC addresses serve as explicit indications of the associated accesses.
1.2
Security Considerations
A successful attack on the PMF protocol can create the false illusion of non-existent failures or prevent the detection of actual ones, both of which could result in denial of service. The following subsections provide examples of the attack surface.
1.2.1
Malicious UE Application

An attack vector may involve a third-party (untrusted) application running on a UE taking over the UE’s privileged PMF functionality and/or identity, in order to influence the access selection for traffic going in both directions. Specifically, the malicious actor only needs to know the UE's MA PDU IP address, the UPF's PMF IP address and the PMF packet format. Armed with these, the application acting as a rogue UE PMF component can freely communicate with the UPF PMF component, and perform the following attacks:

· Drop the PMF-Echo Request packets coming from the UPF to the UE; or

· Introduce artificial delays before sending PMF-Echo Response packets to the UPF in response to UPF-originated PMF-Echo Requests packets; or

· Indicate false access conditions by sending PMF-Access Report packets to the UPF.
In the Ethernet MA PDU case, the malicious actor deploying the application only needs to know the UE's locally administered MAC address, the UPF's PMF MAC address and the PMF packet format, for performing similar attack.

1.2.2
Address Spoofing

Another attack vector may involve a node in the network pretending to be the UE, by using the UE's local addresses (and UDP ports, for MA PDU session type of IP). 
The attack could inject the packets to the UPF as mentioned in the previous section, if there is no integrity protection in the PMF protocol. The scenario for this attack is Internet tethering/hotspot scenario where the UE performs address and/or port sharing;

Another possibility is where another attacking node forges a packet using the UE's locally administered MAC address as source address, in order to send the manipulated packet. Since UPF cannot identify whether the packet is from a real UE or an attacker, then UPF will always reply with PMF-Echo response message (in the UE-initiated case). 
1.2.3
Impact

The outcome of these attacks would cause the UPF to select the wrong access for DL traffic, which might negatively impact user experience, system resources (including power and network capacity) as well as charging/billing. Worse, this can be used as a denial of service attack against the operator's network by overwhelming a specific access.
The UP IP requirement now is optional in 5GS, it is therefore critical that the PMF protocol includes security mechanisms that provide integrity protection, in order to prevent the attackers from forging or tampering with the PMF packets. The enforcement of such integrity checking needs to happen in the UE and UPF.
1.2.4
Insufficiency of the current UP IP

Currently, UP IP is used to protect the communication between the UE PDCP layer and the gNB PDCP layer. However, the attack described here is, the 3rd party could commit the attack in the PMF protocol layer and forge PMF packets, then the false packet will be passed to the PDCP payer in the UE, in which the UP IP is performed. The modification started before the UP IP started, so the PDCP layer will integrity protect a false message. When UPF receives this message and verify the MAC, it will success if there is no modification during the transmission between UE PDCP and gNB PDCP. That’s why UP IP cannot mitigate this security threat mentioned in 1.2.1 and 1.2.2 in this paper. 

Figure.2 UP IP in the PDCP layer
1.2.5
Precedent in 3GPP
Whenever we specified an application in 3GPP (i.e. IMS), the signalling over user plane is also integrity protected to the end point in the 3GPP network (P-CSCF). The PMF signalling is a similar user plane signalling and should be protected too from the security perspective.

Excerpt from TS33.203:
5.1.4
Integrity protection

Integrity protection shall be applied between the UE and the P‑CSCF for protecting the SIP signalling, as specified in clause 6.3. The following mechanisms are provided.

1.
The UE and the P‑CSCF shall negotiate the integrity algorithm that shall be used for the session, as specified in clause 7.

2.
The UE and the P‑CSCF shall agree on security associations, which include the integrity keys that shall be used for the integrity protection. The mechanism is based on IMS AKA and specified in clause 6.1.

3.
The UE and the P‑CSCF shall both verify that the data received originates from a node, which has the agreed integrity key. This verification is also used to detect if the data has been tampered with.

4.
Replay attacks and reflection attacks shall be mitigated.
6.3
Integrity mechanisms

IPsec ESP as specified in reference RFC 4303 [54] shall provide integrity protection of SIP signalling between the UE and the P‑CSCF, protecting all SIP signalling messages at the IP level
Similarly, the integrity protection shall be applied between UE and PMF for protecting the PMF protocol. 
2.
Proposal
Proposal 1: It is suggested that SA3 agrees that there exist the threats of modification the PMF packet and caused by the compromised PMF client in the PMF protocol layer. 
Proposal 2: It is suggested SA3 confirms that the integrity protection is required for PMF protocol and adopt the reply LS in S3-2001009, which is the reply LS to CT1 on security consideration of PMF(S3-200905).
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